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ABSTRACT

This thesis presents the design and evaluation of a perceptually adaptive rendering
system for immersive virtual realityRendering realistic computer generated scenes can be
computationally intensive. Perceptually adaptive rendering reduces the caoomaltat
burden by rendering detail only where it is needed. A rendering system was designed to
employ perceptually adaptive rendering techniques in environments running in immersive
virtual reality. The rendering system combines lessons learned from gdegghand
computer science. Eccentricity from the wus
render detail in an immersive virtual environment, and when it can be omitted. A pilot study
and a full study were carried out to evaluate the efficacyhef perceptually adaptive
rendering system.The studies showed that frame rates can be imprewdgwut overly
distracting the usewhenan eccentricitypbasedperceptually adaptiveendering technicglis
employed Perceptually adaptive rendering techmigwcan be applied in older systems and

enable them to display higher quality environments withedticing interactivity



CHAPTER 1. INTRODUCTION
One goal of virtual reality research is to create virtual envirorsndwdt are

indistinguishable fronreal environments We strive for this realism becausecdan make
people feel mre immersed in the environment.hély are able to interact with the virtual
environment as if they are interacting with the real worl@reating these near perfect
reproductions of the real world requires processing significant amounts of data and
performing complex calculations very quickly. Objects from nature such as trees are very
difficult to render realistically because there arensany branches and leaydabat the
computer camot process all of the data fast enodghdisplay. The most realistic lighting
cannot be used in the environment because it takes substantial computational power to
determine the paths of the individuajhi rays tgoreciselycalculate shadows and reflections.
It is also difficult to calculate with complete accuracy the effieatcomplex objects have on
each other when collidingecause it is necessary to check for collisions against every feature
of anobject

If the environment is too complex, the computer will have to spend a longtene
processingand renderingt. As a resultthe display will be updated very slowly. The delay
in display rendering increases the lag between when a user indtiaiegeraction and when
the environment updates to reflect that interaction. If this lag time is too long, the user will
not have a sensaf immersion. Any benefitgained from displaying a realistic aronment
will be neutralized. Therefore, is necasary to find a balance between creating a realistic

environment and maintaining acceptable interaction.



The balancing act becomes even more pronounced in fully immersive environments
for which large portions of the scene must be rendered simultangoustyenvironments
that are shared over a network where bandwidttoimes a limiting factor. r@phics cards
which perform most of the calculations involved in rendering a realistic virtwadoament
are becoming faster. They ar@pable of handling evdarge amounts of data concurrently.
However, this hardware is stilhsufficient and will be for the foreseeable future. Thus,
computationatesources must be managed to ensure the highest quality scene with the least

amount of overhead.

The goal ofthis research is tomanagecomputationalresources byemploying
knowledgegained from the study of computer graphics and visual percefiaceduce
environment complexity gracefully, without noticeable effects on task performance or
perceived scene quality. This can be done using perceptually adaptive rendering to
determine when toenderdetail and when to leave detail cadised on our understanding of
the limits of human perceptionImmersive virtual reality environments require multiple
views of the sam scene to be rendersunultaneouslyeven though the user is unable to see
much of the environment. Even the portion of the scene which is currently visible to the user
can be simplifiedyiven that the user only pays attention to a small portion csdbee at any
given time This cangreatly improverenderingupdate times. Although there are many
different aspects of a virtual environment which can be simplified, this research employs
geometric simplification. Geometric simplification has been ardurthe longest, and
therefore tools are readily available for its implementatiowiitual reality environments.

The reduction irgeometriccomplexity decreasghe amount of computation and processing
performed in each frame so that the display can loated quicker. The improvement in

frame rate leads tinprovedinteractionbetween the user ailde environment.



1.1. Computer Graphics Backgroun d

Perceptually adaptive rendering researies ontwo aspects of computer graphics
The first is the method bwhich models are defed in a three dimensional (3@yaphics
application. The second the nature of the graphics pipelin&ectionl.1 describesbasic

information abouthese twdopicsand their relation t@erceptually adaptive rendering

1.1.1. Representing Models as Triangular Meshes

Objects in 3D graphical environments are typically represented as a collection of
vertices and edges that defia surface. Most operationgsreperformed on the verticesThe
graphics processing uniGPU) of a computelis designed to operate most efficiently when
those vertices are grouped into triangles. These triangles cannot just be arbitrarily provided to
the GPU. In very large models, there couldnenytriangles sharing a single vertex. With
no organization of triangles, that single vertex would have to be processgd separate
times, leading to inefficiency Instead, the most commavay to represerd 3D model igo
usea triangle mesh. When triangles are arranged into a raesingle vertex needs to be
processed only ondgy the graphics carithdependent of the number of constituent triangles
Figure 1 shows a trianglenesh of the Stanfordu®iny. The Stanford Bunny is one of the

mostusedtest models in computer graphid@ark, The Stanford Bunny, 2000)
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Figure 1. A Triangle Mesh

1.1.2. The Graphics Pipeline

The graphics or rendering pipeline is gt of processdsy whicha scene composed
of 3D modelss transformed intatwo-dimensional 2D) image for display.

Figure 2 illustrates the graphicspipeline. The stages are modeling, vertex
manipulation, rasterization, pixel manipulation, and display. Fitst, nhiodeling stage
involves the representation of abject in 3D space It also involvesassociating the object
with any lighting and materials. This is where properties based in simulation interactions are
calculated. For example, if physics is enabled, then the positions of objects as a result of
collisions need to be determined@he first stage ofthe graphics pipelings not implemented

in the graphics hardware, but insteadson thecentral processing uniCfU).



f (2) Vertex (©) (4) Pixel
(1) Modeling Manipulation Rasterization Manipulation

Figure 2. The Graphics Pipeline

The remainingstagesre processes that occur in the GRidthe vertex manipulation
stage the operations that must be perfornmedeach vertex arexecuted This can include
lighting and shading, as well as projectiBD vertices onta 2D plane The rasterization
stageis where the 2D vertex information is a@nted into pixels for display. This involves
taking all of the vertices, transforming them into 2D points, and then filling in the 2D
triangles based on these transformatidgring the pixel manipulation stag#he color for
each pixel in the final display is determinedhis may be determined by vertex colors and
textures which can be defined along with a model, or more recently by shaders. Shaders are
a set of instructions which the programmer can define verrie the normal GPU
calculations. They can be used to calculate more accurate lighting ordthadeiffectsthat
can be better represented in 2D space instead of 3D. spétee all of the information foa
givenpixel is gathered, that pixel gnt to the displaydevice

Each vertexand the resulting pixels can function as independent et The
calculations for any singleertex do not normally depend on thesult of operation®n
neighboring vertices. Ae calculations for angingle pixe do not normally depend on those
of its neighbors. This means thabnce a vertex has lefta stage in the pipeline, and has
moved onto another stage, another vertex can be pushed into the pipeline. If calculations for
one vertex depended on the resuttsnf another vertex, then the computer would have to
completely process a single vertex and render it to the display before it could begin
processing the next verteXhis is like washing, drying, and folding a single load of laundry

before starting on aesond load of laundry. If you had to do three loads of laundry without



any parallel stages, then it would take nine time units to complete all of the loads of laundry.
Because it is possible to start washing the second load of laundry when the firgbésad

into dryer, you can speed up the laundry process. When the first load is done drying, you can
put the second load into the dryestart the third load in the washemnd foldthe first load.
Instead of the nine time units required for processing laundry in series, it is possible to
processes all three loads of laundry in five stefren stagesare performed in parallel.
Figure 3 illustrates the difference. The diagram on the left shows the laundry process with

serial stages. The diagram on tight shows the faster laundry process with parallel stages.
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a) Serial Stages b) Parallel Stages

Figure 3. Comparisonof Process with Serial Stages versus Parallel Stages



This does not mean that every portion of the graphics pipeline is actively computing
at all times. Bottlenecks can occur when the processing in one stage takes longer than the
processing in another stage. We see this when doing laundry too. Wastadgoé leundry
may only take 25 minutes, but it takes 60 minutes to dry that same load of clothing. This
means that the second load of laundry will have to sit an extra 35 minutes in the washer while
the dryer finishes the first load of laundry.

One botténeck in tle graphics pipeline occurs duripfpysics calculation Although
dedicated hardware isow on the market, most systemslize the CPU to shulate the
physical environment.This isa bottleneck inthe modeling stagef the graphics pipeline
because it is computationally expensive to calculate the interactions between two complex
meshes.Bottlenecksmay alsooccur atthe vertex manipulation stageth models containing
large numbers of vertices becausele vertex mst be transformed into screen space and
many vertices will correspond to a single pixel on the scrdémre can also be bottlenecks
in the pixel manipulation stagehen many complex calculatisrare performed on each pixel,
for example when the shaderegs to run through calculations on a pixel multiple times to
obtain the correct end color.

The GPU contains many components which can operate in parallel allowing for
multiple simultaneous vertex and pixel manipulations, much in the same way that having
more washing machines atlaundromatllows you to wash multiple loads of laundry at the
same time. The number of vertex and pixel processing units varies greatly across graphics
cards.For example, lte GeForce 7950 GX2 has 16 vertex processing units anoixél

processing unitéNVIDIA Corporation, 2007)

1.1.3. Targets for Simplification

Currentgraphicsresearch focuses on using simplification to alleviate bottlenecks in

three different locations in the rendering pipeline. Thesethads are geometric



simplification, shader simplification, anghysicssimplification. Depending on the nature of
the environment to be rendered, these methods can be used individually, or they can be
combined to minimize delays in data flow within thggline. Geometric and shader
simplification are two methods aimed at reducing the computational load on the rendering
pipeline of the GPU. Physicssimplification helpssimplify the calculations that must be
performed on the CPU for each frame beforeadain be sent to the GPU for rendering

The method of simplification which has been in use the longest is geometric
simplification. Geometric simplification focuses on alleviating the bottleneck in the vertex
portion of the pipeline. Because maopgerations must be performed on each vertex, the
time it takes to render a single frame is greatly dependent upon the number of vertices that
must be rendered. One of the simplest methods of reducing the number of vertices is to
determine early on in theendering process which vertices in the objedt g visible at any
one point in timgrom a single viewpoint.Verticesthatwill not be seenbecause they define
geometry on the opposite side of the model from what nsently visible, can beemoved
from the rendering pipeline in ordéo speed up the rendering proce$sis is called
backface culling.Also, any portim of an object that is occluddxry another object can also
be safely removed from the rendering pipeline without\asiple change irthe final render
The utility of these simplifications is clear because the rendered scenes in the culled-and non
culled scenariowill be identical to the viewer, and the rendering time will be reduced due to
the decreased scene complexity.

In environmets with millions or billions of vertices, back face and occlusion culling
will not be sufficient to maintain interactivityiven current hardware constraint3.here are
still too many vertices for the rendering pipeline to process quickly. This is where
perceptually driven simplification can be useful. The simplified geometry can be obtained in
many ways, and for a complete explanation for choosing a method for creating the reduced

geometry see Luebkeds tutor i a(lueakenD.R.]2004) i t h ms



Unfortunately, here is no one method that works for all applications. The appropriate
algorithmfor simplification must be selected based upbaresourceshatare available and
the aspects of the modethat are most importantFigure4 showsthe Stanford Bunnygs a
triangle mestat three diffeent levels of geometric detdhat werecreated usinghe QSIlim
algorithm

QSlim iteratively collapsesneighboring vertex pairs to single vertic&Sarland &
Heckbert, 1997) Two vertices are considered pairs if they share an edge, or if they are
within a minimnum distance from each othefhe surface error isnemeasure of the amount
of change from the original modedused by vertex pair reductiokrrors for each vertex are
computed and stored a4x4 matrix. The errormatrix contains the sum of th&o matrices
that would be used to transform the original positions of the two vertices to the location of
the new vertex. The algorithm attempts to find a new vertex which minimizes the error.
First, the algorithm attempts to find the new vertex by solvimg quadratic error equation.
If the quadratic equation matrix cannot be inverted, then the algorithm tries to find the new
vertex along a line between the two original verticéghis cannot be founeéither, the new
vertex is selecteds one of the gginal two vertices or the midpoint between the two original
vertices. The error resulting from simplification is the sum of the eabtise two original

vertices.
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a) High detail
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c) Low detail

Figure 4. Stanford Bunny rendered as a wireframe at three levels of detall
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The second type of simplification targets programmable shadBregrammable
shaders are a relatively recent development, which allow thet gregramming of the GPU.
Using shaders, a programmer can directly manipulate the properties of eacharetteach
pixel of a model Vertex shaders definehich operations are performed the vertex
manipulation stage of the graphics pipeline and apply effects per vertex. titpessible to
add new vertices using a vertex shader, but existing vertices can be transformed and
manipulated. Vertex shadergsre also used to calculate attributes which can be interpolated
by the fragment shaders if they are used. Fragment shadexser¢pé pixel manipulation
stage of the graphics pipeline and apply effects per pixel. Per pixel calculatiom® can
created toapply naturalisticappearingmaterials such as ood to an object. Because
calculationsmust bemade for each pixekextremelycomplex pixel shaders can slow down
the rendering procesven though they are executed on specialized hardwagere5 and

Figure6 contain the vertex and fragment shaders used to create a wood texture on an object.

/I Simple vertex shader for wood

/I Author: John Kessenich

/I Copyright (c) 2002 - 2004 3Dlabs Inc. Ltd.
/ 1 See Appendix A for license information

varying float lightintensity;
varying vec3 Position;
uniform float Scale;

void main(void)
{

vec4 pos = gl_ModelViewMatrix * gl_Vertex;

Position = vec3(gl_Vertex) * Scale;

vec3 LightPosition0 = gl_LightSource[0] .position.xyz;

vec3 LightPositionl = gl_LightSource[1].position.xyz;

vec3 thorm = normalize(gl_NormalMatrix * gl_Normal);

lightintensity = max(dot(normalize(LightPosition0O - vec3(pos)),
tnorm), 0.0) * 0.9 + max(dot(normalize(LightPositionl - vec3(pos)),
tnorm), 0.0) * 0.9;

gl_Position = gl_ModelViewProjectionMatrix * gl_Vertex;
}

Figure 5. Vertex shader code for a wood texture
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/I Simple fragment shader for wood

/I Author: John Kessenich

/I Copyright (c) 2002 - 2004 3Dlabs  Inc. Ltd.
/I See Appendix A for license information

uniform float GrainSizeRecip;
uniform vec3 DarkColor;
uniform vec3 spread;

varying float lightintensity;
varying vec3 Position;

void main (void)

/I cheap noise

vec3 location = Position;

vec3 floorvec = vec3(floor(10.0 * Position.x), 0.0, floor(10.0 *
Position.z));

vec3 noise = Position * 10.0 - floorvec - 0.5

noise *= noise;

location += noise * 0.12;

/I distance from axis
float dist = location.x * location.x + location.z * location.z;
float grain = dist * GrainSizeRecip;

/I grain effects as function of distance
float brightness = fract(grain);
if (brightness > 0.5)

brightness = (1.0 - brightnes s);
vec3 color = DarkColor + brightness * spread;
brightness = fract(grain * 7.0);
if (brightness > 0.5)

brightness = 1.0 - brightness;
color - = brightness * spread;

/[ also as a function of lines parallel to the axis
brightness = fract(grain * 47.0) * 0.60;
float line = fract(Position.z + Position.x);
float snap = floor(line * 20.0) * (1.0/20.0);
if (line < snap + 0.006)
color - = brightness * spread;

I/l apply lighting effects from vertex proces sor
color = clamp(color * lightintensity, 0.0, 1.0);

gl_FragColor = vec4(color, 1.0);

Figure 6. Fragment shader code for a wood texture
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Even when you reduce the number of vertices being sent to the GPU, the simplified
object will still take up the same amount of space on the display as the original object, so the
same number of pixels will need to be fillega fragment shaderThough the overall render
time will be lower due to the reduced number of vertices, the tieeded to determine the
color of a single pixel can be significant when the scene is lit with a complex lighting scheme
or when materials are very compleg$hader simplification involhg&the creation of multiple
shaders each with a different level @naplexity. Shader simplifications an improvement
to the pixel manipulation portion of the graphics pipelifégure 7 showsthe wood shader
defined inFigure5 andFigure6 applied to the Stanford Bunmag two levels of detail.

A significant problemassociatedvith shader simplification is that it & non-trivial
task to create multiple shaders that are simplifiiech an originalin a logical and continuous
manner. Pedicini suggested a method of automatic shader generation in which the lines of
code in a shader are programmatically simplified based on a series Peilesini, 2005)

In order to create a smooth transition in areas wtiegee would be a switch between two
shadetevels of detajl it would be possible to blend two neighboring shaders toge®ere
needs to be taken however, becausmit becomputationally expensive to switch between

shaders.
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a) High LOD shader

b) Low LOD shader

Fiaure 7. Shader simblification
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The third target of simplification targets physics calculatiombe complex physics
calculations required to create realistic interactions among irregularly shaped models can also
be a cause for reduced interactivity. Simulation simplification is not a method for alleviating
a bottleneck on # graphics card, but insteagduces the complexity of calculations
performed by the CPU before the data is transferred to the graphics darés a
simplification of themodelingportion of the rendering pipeline

The physical representations of objecésm be simplifiedo reduce theomplexity of
physicscalculatiors (O'Sullivan C. , Dingliana, Giang, & Kaise2003) The highestevel of
detail representation is the mesh itself. At the next lowegtl of detail the geometric
volume is filled usingvery smallboxeswherethe boxesalmost entirely occupy the same
amount of space as the geometric representafisrthelevel of detaildecreases, the sizes of
the boxes used to fill the volume increase until at the very loeesk of detail a single box
is used. The simulation regesentation for the interacting objects can also be approximated
using other primitive geometric objects whose motion is simple to calculate.

Another methodf reducing the computation for physical simulationgolves the
use of an interruptible algohin (O'Sullivan, Radach, & Collins, 1999)The applications
allotted a certain amount of time in which to perform all of the collision detection
calculationsin each frame Once the time cutff is reachedthe objectsin the scenare
placed in the positions and the orientations which had been computed. If the application had
not yet completed a calculation for a specific object, then the transform would not be as
accurate as those for which the calculatioad heen empleted. This allow$or improved

interactivity, but the unrealistic behavior of some colliding objegb&rceptible.
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a) High Level of Detail Physical Representation

b) Low Level of Detail Physical Representation

Figure 8. Simulation Simplification
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Because the geometric representation and the simulation representations are separate
and distinct one does not need to changeth the geometricrepresentatiorand the
simulation representatiorat the same time. Insteadiey can be optimized individually.
Figure8 shows two different ways a single objeeinbe represented for physicairsilation.

In thetop image, the bunny is represented accurately by a mesh. botteemimage, the
bunny is represented by a cube that is a simple bounding IbeX objects are simulated as
boxes, interaction betweebjects in a scene would be mueasier to calculate. In both
images, the red lines indicate the représtgon for physical simulationA medium level of

detail physical representation could be a further simplified mesh, or it could be a series of

cubes arranged to approximate theuwoé of the original model.

1.1.4. Representing Geometric Levels of Detail

There are three types geometriclevel of detail (LOD)representation discrete
level of detail continuoudevel of detail and viewdependentevel of detail(Luebke, Reddy,
Cohen, Varshney, Watson, & Huebner, 2003FThoosing the appropriate representation
depends on many factors including the complexity of theraiginsimplified environment
the amount ofmemorythat you have to store the repesgations, and the amount screen
space a single object will occupy Table 1 describes the three different types of

representatios

Table 1. Common LOD Representations

Representation Stored As Rendered 4

Discrete LOD

Multiple files each of which
corresponds to a single LOD

A group ofpolygons based on
single most appropriate LOD.

Continuous LOD

Singlefile loaded as a
hierarchy of separations and
joins

A group of polygons based on
single most appropriate LOD.

View Dependent LOD

Single file with separations
and joins for specifiareas of
the model

The most appropriate LOD for
each area of the object
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Discretelevel of detailrepresentation ia methodfirst used in flight simulatorand is
used in mostmodern video game@.uebke, Reddy, Cohen, Varshney, Watson, & Huebner,
2003) In those systems, the level of detail decreases the faatteyan object idocated
from the observerin the discretdevel of detailrepresentation, multiple versions of agle
model are storedFigure4 (pagel0) showsthe Stanford bunny at three discrete levels of
detail. Each version of the model corresponds to a level of detail which has been computed
and saved beforehandeachversion of the modehustbe loadednto memoryat run time.
Because multiple versions the same modehustbe kept in memory and the amount of
memory available is limitedthe number of different versionseeds tobe restricted.
Otherwise meshes for differerievelsof detailwould have to be switched in and outnodin
memory Due tothe limitednumberof levels which can be definell,p o p pcanrbgcome a
big issue Poppingis a visual artifact thabccus during the switch between two different
levels of detail when thelifferences between two levels of detail are visually notieeabl
(Luebke, Reddy, Cohen, Varshney, Watson, & Huebner, 200)ppingis undesirable
because its distracting andeduces the realistic feel of the environment.

A more complexlevel of detailrepresentation is continuousvel of detail In a
continuoudevel of detailrepresentabn, an object is storeaks a hierarchy of vertex splits and
merges A schematic that demonstrates this conégghownin Figure9. In the schematic
each circlein the treerepreserg a single vertex. At the bottom of the tree is the fdghall
representation with 4 vertices. In the low detail representation &bphaf the tree, those 4
vertices have been joined to create a single vertex. Simplification is done by combining two
connected vertices into one vertex either through the elimination of one of the vertices or
through creating a new vertex which a& inerpolation betweerthe two vertices and
removingthosetwo original vertices. It is only necessary to traverse the hierarchy until the
appropriatdevel of detailis reached.The geometric complexity of a model can be changed

gradually Objectsarelessi kel y t o Apopd and become mor e
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betweerlevek of detailbecause the difference in appearance between thieveis of detail

is small

Low LOD A

)|ds
ulol

High LOD v

Figure 9. Continuous Level of Detail Representation

Sometimes there will be an object that is highly detailed and is located in the middle
of the field of view, taking up a large portion of the screen. With only continuous or discrete
level of detailrepresentations, the entire objaaiuld need to be releredat the highest level
of detail given that the user is looking at some part of this objébis would reduce the
degree of geometric simplification that wowtherwise be possible. In this situatiemew-
dependentlevel of detail representation is useful. In viedependentlevel of detalil
representation, a single large object which spans many levels of detail in the environment can
be renderedvith a differentlevel of detailfor eachportion of the display When using
discreteor continuouslevel of detailrepresentations, an environment can have multiple
levels of detaikexisting within the same frame, when using a va@pendent representation a

single model can have multiplevels of detailexisting within the same frameFigure 10
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illustrates a terrain model with viedependentevel of detailrepresentation.lt was created
using ROAM(Duchainea, 2003) The terrain in the image is stored as a single model, but
by using a viewdependentevel of detailrepresentation, the area in the lower righhd

corner can be presented with more detail than the region in the upgeandftorner.

The white 6x06 indicates camer a

Figure 10. View-Dependent LOD Representation

1.2. Visual Perception Backgroun d

Perceptually adaptive renderirgsearch is also based on aspects of visual perception
The first aspect is thehysicalanatomy of theye and more specifically the retina second
aspect is how people go about collecting information when perceiving a stea¢hird is
the role of attention in visual perception. Sectiohdescribes basic information about these

threeaspects and their relation to perceptually adaptive rendering

1.2.1. Anatomy of the Retina
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The retina,lining the back of the eye, converts light inttectrical signalsin the
nervous systemA diagram of the eye is shown kigure1l1l. Photoreceptors the retina
are responsible faransducinghe light received by the eyeto electrical energyThere are
two types of photoreceptors: rods and conBads are mee numerous than cones and are
able to function under veryw light levels. Theyare broadly sensitiveacross the light
spectrum There are about 100 to 120 million rods on a single retina. Cones, on the other
hand,are less sensitive to lighbut are responsible for our ability to sense color. Cones are
1/15th as abundant as rods, numbering between 7 and 8 nmilliansingle retina. The
greatest concentration of cones is in a small aesathe center of the retina called the fovea.
The foveais only 1.5 mmin diameter(Ferwerda, 2001) If you hold your thumb at arms

length, the area of the real world that is projected onto the fovea in high resolution is

Figure 11 The Anatomy of the Eye
(NIH National Eye Institute, 2006)

approximatelthe size of youthumbnail(Baudisch, DeCarlo, Duchowski, & Geisler, 2003)
The area of the visual field that projects to tle@ea covers only 2 degrees of visual angle
(Cater, Chalmers, & Dalton, 2003) As a result of thisnonuniform photoreceptor

arrangement, very little dhe visual fieldis actuallysensedt a high resolution.
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Our ability to perceive detail decreases in relat@meccentricity the angular distance,
from the fovea. As eccentricity increases, cone densityedses nearly exponentially. By
20 degrees eccentricity, the cone denagymptoteso aminimum Rod densitys higher in
the periphery than cone densitydicreases in thiar periphery andipproaches itsinimum
density at 75 to 80 degreé@serwerda, 2001) This is why weperceiveonly the coarsest

information about objects locatexh the edges of our field of view

1.2.2. Attention

Certain aspects of scenes are more |ikel
Saliency is the measure of the | iPkopeltiestofood f o
a feature that make it more salient include brighter colors, movement, task importance,
location in the foreground, inclusion of patterns or faces, andifaityi to the use(Luebke,

Reddy, Cohen, Varshney, Watson, & Huebner, 208&hough these characteristics are
known to attract attention, it is clear from the differing scan pathsigare 12 that the
saliency value of a specific portion of a scene cannot be calculated merely from thetinheren
properties of the scene or object alone

Although it is possible to move attention without moving our eyes, it requires more
effort to move attention with fixed eyéRayner, 1998) Therefore, if an object captures our
attention, we are highly likely to move our eyssthat the object is viewed in detail using
the foveal region of the retina.

Changeblindress and inattentional blindness are two behavioral phenomena related
to visual perception. Both are related to our inability to detect very significant charmes in
visual surroundings.Change blindness is the #Ainability
should be obvious changei&Cater, Chalmers, & Dalton, 20037 his phenomenon can occur
when the visual field is briefly disrtggd. A participant is presented with a scene. The scene

is briefly disrupted, and when it becomes fully visible again, some aspect of the scene has
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been changed. The changeftenundetectable because the participant cannot conatlare
regions in theoriginal and changed imagéSimons, Nevarez, & Boot, 2005)

The body of change blindness research indicates that our internal representation of the
external worldi s much | ess detailed than (Gater, expe
Chalmers, & Dalton, 2003)We feel that were are able to see the entire world in complete
detail, but were are really onperceivingsmall portions of our environment and filling in the
holes with what our expence tells us should be ther&lany studies of change blindness
use some sort of occlusion technige¢gherf ul |y covering the i mage,
of pixels over various parts of the ima@etille, 2002) It is also possible to mask changes
by making the transition very slowlfO'Regan, Rensink, & Clark, 199%ye blinks are
easily detectable and saccades can be determined using eye tracking, which make them good
targets for exploitdon. Changes to objects in the environment could be timed to ocdyr
during a blink or a saccadeChanges to the most salient objects walhd tobe detected

faster(Intille, 2002)

1.2.3. Scene Perception

In everyday life, wado not noticehe decrease in visual acuily the peripheral visual
field. This is becausef the way we move our eyes wherewing a scene. We are
constantly making quick eye awements called saccades in order to get new information
about our environmm. Our eyes are relatively still between saccades for abouB@0D0
milliseconds. That period of relative stillness is known as a fixdfRayner, 1998) Our
eyes make saccades about three times per s@idenderson, 2003)

The path the eyes take while viewing a scene is not the same for everyone. It can
dependupon the task. Figure 12 shows the results of an experiment which tracked eye
movements while participants viiYanwe,dl9%Repi nods

Each picture with red lms indicates a scan path for a different task. For clarity, the scan
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paths have been superimposed on the original image. The scan paths may have been aligned
approximately.

At the top ofFigure 12 is the unchanged pictureFigure 12b shows the scan path
which resulted when the participant viewée tscene freely. The scan pathFigurel12c is
from when the participant was asked to determine what everyone had been doing just before
the visitorarrived. When asked to remember the positions of objects and people the scan
path inFigure12d emerged. Ifrigure12e, the participant was asked to determine the ages of
all of the people in the scen€igure12f was the scan path when the participant was asked to
remember what everyone in the scene was wearing. The scan paglurie12g emerged
when the participant was asked to judge how long the visitor had been away. TFhe task
dependent nature of these scan paths means that it is very difficult to determine what region
of a scene is the focus of attention and thus displayed in hgghutien basedolely on

intrinsic properties of a scene.
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y been doing?
T;F‘ CERITIRIEI> VAT L :*

f) What are the people weanng? g) How long had the visitor been away?
Figure 12 Differing Scan Paths by Task
(Yarbus, 1967)
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1.3. Level of Detail Selection Techniques

Two techniquesan be usedeparately or combineih select a appropriate level of
detail, reactivdevel of detailselection and predictiievel of detailselection. Reactive level
of detail selection uses information that is provided while the application is running to
determine the appropriate level. Predietievel of detail selection uses the properties of the
objectand scen¢o determine when to render a specific level of detail before the application
iS run.

While the studieseviewedin this section ar@rganized bytheir method ofevel of
detail seletion, they vary on other characteristics as welheseinclude the method of
tracking, representation, basis for reductiand display type.Either head or eye tracking is
usedto determine where the user is lookinghe studies presented use discreta&tinuous
or view-dependent representations. The method of reduction is sdreerbased or model
based.

Screenbased level of detail reduction seeks to reduce the bottleneck in the
rasterization portion of the graphics pipeline. This type of technique is most useful for
teleconferencing, where the original source is a 2D image. Mizdeldlevel of detail
reductionis for 3D contentandinvolves reducing the geometric complexity of the models in
the scene to reduce the bottleneck in the vertex manipulation portion of the graphics.pipeline
These selection techniquésve beerdemonstrated on monitors, heambunted displays

(HMDs), ard CAVEs.

1.3.1. Reactive Level of Detail Selection

Reactivelevel of detailselection has been employed most frequenBgactivdevel
of detail selection methodatilize a direction of view or point of gazm orderto select the
appropriatdevel of detail This is because when we are attending to things, we look at them.

The earliest applications that employed reactiggel of detail selection were flight
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simulators which used distance from the viewathin the view frustunto determine the
level of detdi Figure 13 shows a diagrarmf a topdown view of the scendlustrating the

regions of a scentatwould be rendered aariouslevels of detailusing this technique.

* *
0

*
* *

--------------- = user viewport (view frustum)

Figure 13. Top-Down Schematic Representation of DistaneBased LOD Selection

Distancebased reactivéevel of detailselection relies upon thact that objects that
are farther away amenderedsmalleron the screen All that is needed to calculate tlevel
of detailis the distancéetween the user and the objedthis worls well for headmounted
displays becausehefield of view is relaively small Figurel14 showsan implementation of
distancebasedlevel of detailselection In this figure, the bunny closest to the viewer is
rendered with the highest detail. The middle bunny is rendered at a medium level of detail.
The furthest bunny in the scene is rendered at the |dessdtof detail In the image on the
top, the dstances have been compressed to show the three levels of detail. The image on the
bottom shows actual distances to illustrate the difficulty in distinguishing between the

appearances of the thrieeels of detail
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a) Compressed distances

&

b) Actual distances

Figure 14. Implementation of DistanceBased LOD Selection
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In eccentricitybasedlevel of detailselection, objects in a directiaway from the
direction ofthe gaze will be rendered in the lowest detdihe level of detailis determined
by an obj ec tngesfrom thg pdinaoigazel iFgureal5 shows a diagram
illustrating the regions of a scene which would be rendered at each level of detail using

eccentricitybasedevel of detailselection usin@ topdown view of the scene.

Note: Gaze direction is from the center to the left

Figure 15. Top-Down Schematic Representation of EccentricifBased LOD Selection
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An implementation oeccentricitybasedlevel of detailselectionis shown inFigure
16. Inthetopi mage, the user 0s gazy ltistergoremendkbred i r e c t
in high detail. In thdbottomi mage, the wuserdés gaze is ai med
causing the model to be rendered at a lower level of detail. In order to determine the
appropriatdevel of detailfor eccentricitylevel of detailselection, the point of gaze must be
determined either using head tracking or eye tracking. Because head movements closely
follow eye movements, head tracking can be sufficient for determining the center of gaze
This isan easier metho tapply giverthe high cost and awkwardness of eye trackers. The
disadvantage of using head tracking over eye tracking is that you will have to preserve a
larger region of high detail because you willlb&ertain of the exact point ghze(Watson,
Walker, & Hodges, 1997)With eye trackingt he user 6s point of gaze
and the degradation of rendered detail can correlate preciselythgitreduction of visual

sensitivity in the periphery
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a) Looking at the object

b) Looking away from the object

Figure 16. Implementation of Eccentricity-Based LOD Selection
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Loschky and McConkie (1999)reated an eccentriclyased system that used eye
trackingand a monitor for display Their reduction method was screbased involving a
high resolution area and a low resolution area. Toetyout to determine the earliest time
after an eye movement at which a change in the display could be detéedl sensitivity
is known to be grely reduced during eye movements in order to suppress image blur caused
by the movement.They used monochromatic photographic scenes and discovered that any
change to the image must be made within 12 ms of the end of the eye movement. In their
study, th& display took 7 ms to change an image, therefore the image change needed to be
initiated within 5 ms of the end of an eye movement. Saccade lengths were much shorter
when the high resolution portion of the image was only 2 degrees. This is impodaunséde
when saccades are shorter, more eye movements must be made to perceive the entire scene.
It was also found that perceivable changes such as delays of 1&r m®re severe
degradation did not have a large impact on task perform@oesehky & McConkie, 1999)

A later study showed that update delays of 45 ms do not impact the time required to find an
object, but do affect fixation duratiofisoschky & McConkie, 2000)

Geisler,Perryand Najemnik(2006) used eye tracking to find gaze location in their
study. Their screerbased method involved B discrete levelglisplayed on a monitorThey
provided a 2D map which defined the appropriasolution for every portion of a video
image based upon its eccentricity and direction from gaze. Blur was undetectable when the
region of reduction was 6 degrees.

Reingold and Loschk{2002)tested to see if creaty a smooth boundary between the
two levels of detail impacted performancé&heir reduction method was also scrased
and was displayed on a monitorThey observed no significant difference between
performancewhen there wasa smooth boundarpetweenthe two levels of detail and

performancavhen the boundary between the two levels of detail was sharp
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Murphy and Duchowsk(2001) created a virtual environment with a single multi
resolution object.They were trying to determine the optimal vielependentevel of detail
for that object. Participants used a head mounted display and their eyes were tracked. The
model was originally rendered at a perceivably lewel of detail The level of detailwas
gradually increasedbr different sections of the modaintil the participant was no longer
able b perceive any change in detalil After finding the HAopti ma
perception, frame rates were compared to discover the performapcevement of using
gazecontingent rendering. When rendering 24 meshes of the Igea model in the same scene,
the best performance improvement was observed. If all 24 meshes were rendered at full
detail, frame rates were too slow to measure. Employizggantingency improved frame
rates to 20 to 30 frames per second.

Watson, Walker, Hodges, and Wordd®997)used a HMD witha fixed inset relative
to the display screecreating two discretéevels of detail In order to bring an object into
focus, the user modeh i s head. The paradigm is |ike nl
t hat has been wi gWwatsoncWalkex,Hodges, & Worden, d¥OfApsee r 0
displays erformed better than displays of uniformly low resolution add not perform
significantly worse than uniformly high resolution displai®atson, Walker, & Hodges,
1995) The successful substitution of head tracking dge tracking indicates that eye
tracking is not necessary when the inset is not extremely small. A later study showed that
using head tracking with a 45 degree inset can replace eye trgdiatgon, Walker, &
Hodges, 1997) Even though eye movements can be made outside of the 45 degree window,
if a new fixation point is selected more than 15 degrees away from the original starting point,

a combination of head and eye movements is more likely to be used.
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1.3.2. Predictive Level of Detail Selection

While reactivelevel of detail selection methods directly find the center of gaze,
predictivelevel of detailselection methods seek to determine ahead of time what will attract
our focus. Since what attracts our attention is moshylikcealso be the focus of our gaze, the
level of detailcan be selected based on how likely it is for each object in theoement to
attract attention.

Minakawa, Moriya, Yamasaki, and Take@001) created a systemsing a motion
rided a chair with hydraulics which gives the user a sense of nitiora CAVE. The
motionridel i mi t ed t he userds movements and servec
the position in the environment was always known, the experarewnere able to prender
all of the images.The images presented in this experiment were from a 2D source, and thus
a screerbased reduction method was usétkira detail was provided on the front screen of
the CAVE with two extra projectorsTherile appar at us | i mimotiah; t he u
thereforethe front wall was the most likely target for attentiohhe systememployedtwo
discrete levels of detail. A section in the middle ofront wall was rendered with a high
resolution and the rest of the walls were rendered at a uniformly lower resolution.
information about perceptual benefitasprovided.

Certain features make an object more likely to be the focus of attention.e Thes
features include brighter colors, movement, task importance, location in the foreground,
inclusion of patterns or faces, and familiarity to the {keebke, Reddy, Cohen, Varshney,
Watson, & Huebner, 2003)By calculating he influence of these features you can create a
saliency map of the most important objects in the environment. A saliency map represents
the visual importance of each portion of the visual field topographically. The color of a
region indicates how impat that region is and how likely it will be to attract attention.

For predictivelevel of detailselection, the objects with the most saliency should be rendered

in the highest detalil.
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Another feature that can be used to predictively select the appedpvial of detailis
motion. While motion does attract attention, we also do not have as much time to focus on
the details of objects that are quickly moving across the screen. This means that we can
render fasimoving objects at a lowdevel of detaithan slowermmoving or still objects in the
same environment.

Parkhurst and Niebug2004) employed a velocitpased predictivdevel of detail
selection technique.A modetbased reduction technique was used and tbpladi was a
monitor. The models used a continudegel of detailrepresentation.All objects in the
scene were stationary, so the velocity was based upon the motion created by the rotation of
the viewport. The rotation of the viewport caused a reduatiadhelevel of detailof objects
in the scene. As the rotation slowed, kel of detailof the objects increasedlhe time it
took to search forobjects in the scene was not affected byléwel of detailreduction, but

the highly variableframe atesdid makeit more difficult to localize the target objects.

1.3.3. Summary

Table 2 provides a breakdown of the key differenaeshe experiments described in
this section1.3. Most of the described experiments employed eye tracking and 4mased
reduction of 2D images. Discrete representations ofldékels of detailwere created
selection the appropriatievel of detailwas eccentriciybased. Most of these maering

systems were implemented singlemonitor displays.
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Table 2. Summary of Relevant LOD Research

Experiment Tracking | Representation| Selection Basis | Display
(# of levels)

(Loschky & McConkie, eye discrete (2) eccentricity | screen| monitor
1999; 2000)
(Geisler, Perry, & eye discrete 6-7) eccentricity | screen| monitor
Najemnik, 2006)
(Reingold & Loschky, eye discrete (2) eccentricity | screen| monitor
2002)
(Parkhurst & Niebur, eye continuous eccentricity | model | monitor
2004) predictive
(Murphy & Duchowski, eye view-dependent| eccentricity | model| HMD
2001)
(Watson, Walker, Hodgey  head discrete (2) eccentricity | screen| HMD
& Worden, 1997)
(Minakawa, Moriya, motion discrete (2) predictive screen| CAVE
Yamasaki, & Takeda, ride
2001)

Parkhurst andNiebur (2002) provided some considerations for evaluating the
feasibility of a variable resolution displayh conservative estimate of the visual field is 180
horizontal degrees by 100 vertical degrees. Adaptive rendering has the potential to improve
rendering performancaore when using head mounted display than on a computer monitor
because it has approxitedy double the field of view. Actual improvements on rendering
performance aralsoa function of eye (or head) tracker sampling rates, software drawing

routing, and display refresh rate.

1.4. Immersive Virtual Reality Environments

Head mounted displays a®@RAVEs present a larger field of viethan desktop displays.

The limited field of view of adesktopdisplay can cause the user to collide with walls and
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doorways invirtual environmerg (Duh, Lin, Kenyon, Parker, & Furness, 2002Yhis is
because it interferes with the creation of a spatial map of scene anchakasnavigation
more difficult Immersive virtual reality systems are able to provide the user with an
environment more consistent with reality and therefore doindehnavigation as much.

Displays with a limited field of view also limit thaumberof items that can be
simultaneously displaye@ory & Mdller, 2004) If more items are included, all of the items
must be displayed in lesketail in order to fit in thevisual scene spaceOn the other hand,
reducing the number of items makes it harder to see the relationship between all of the items.
The user must either keep more detail or context information in working memory. The extra
cognitive load could adversely affect performance. Displays which provide a larger field of
view alleviate the demand foisual scene spacéut creating large immersive displays also
requires rendering more vertices and pixels.

The method of displaying a virtual environment greatly impacts how a user can
interact with the environmentBecause so little of the visual input that we perceive is in high
resolution, we can work to render each piece of the environment at the lovetsifldetail
that is perceptually indistinguishable from its raegraded counterpart. For fully immersive
environments, an eccentricibasedlevel of detailselection is better because it takes into
consideration our limited horizontal field of viewn an immersive environment, if thevel
of detail were selected simply based on distance, much of the scene would needlessly be
rendered in high detail. Using distarlsasedlevel of detailselection, an object located
behind the user would be rendeiliachigh detail because the distance from user to object is
small. By employing eccentricitljasedevel of detailselection instead, that object would be

rendered more appropriately in low detail.
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1.5. Research Approach

The purpose of this research wasddermine if perceptually adaptive rendering
techniques can improve the quality in anmersive virtual environment. Perceptually
adaptive rendering has the potential to improve frame rates while maintaining the detalil
needed by the user to perform tasksirtual reality. The increased interactivity provided by
faster frame rates will hopefully counterbalance the reduced peripheral detail to improve the
user6s overall experience of i mmersive Vvirtu

The first component of this research was thsigte of a new perceptually adaptive
rendering system which is capable of runnoxgimmersive virtualreality hardware The
rendering system supports rapid authoring of virtual environments. This allows for the
construction and storage of multiple unigaavironments. These environments can be
displayed without recompiling the source code. Level of detail can be determinedansing
eccentricitybased technique The eccentriciypasedtechnique can be combined with an
attentional hysteresis factor toepent objects located at the first threshold angle from
switching back and forth repeatedhAttentional hysteresis is explained further in section
2.2.2

The secad component of this research is the evaluation of the perceptually adaptive
rendering system. In order for the system to be useful, it must increase interactivity by
providing higher frame rates than if the environment were rendered in uniformly hah det
Also, the changing level of detaihust not create extra distraction for the user. In order to
validate the system based on these qualifications, a full study and a pilot study were
performed.

The experimental approachn this thesis is motivated byrior research on
perceptually adaptive displayBarkhurst & Niebur, 2004)This study used realistic living
room environment shown inFigure 17. The environment was rendered on a desktop

monitor using the Unreal engine. Objects in the sceree represented using continuous
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level of detail The appropriatéevel of detailwas determined based on eccentrjcitith an
eye trackerdetermining the participaf® gaze location An object wasconsideredfound
when the user moved a crossharenthe correct target objectAlthough it took longer to

localize target objects, none of the participants reported anything unusual about the

Figure 17. Living Room Environment Used by Parkhurst and Niebur

environment even when prompted.

Parkhurst and Niebur showed that perceptually adaptive rendering could be beneficial
even in the limited scemspace of a desktop monitor. Thesearchn this thesidocuses on
using similar techniques in an immersive environment where the potential benefits are even

greater. Discrete levels of detail will be used because no existing virtual reality software
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supporting continuous level of detail was found which could perform fast endggause
head tracking is already provided in the CAVE, head tracking is used instead of eye tracking
This thesis focuses on the design and evaluati@pefceptually adapte rendering
systemusing threediscretelevels of detailin a CAVE. Chapter 2 describes thiendering
system itselivhich was designed to incorporate perceptually adaptive rendering techniques
Chapter 2 also cludesa description ohow the rendering system enables the easy creation
of immersive virtual environments. The software and hardware used in the rendering system
arealso described.Chapter Jutlinesthe pilot study used to evaluate the rendering system.
The pilot study @ced more emphasis on thes e qualisative experience in the virtual
environmento find conditions where perceptually adaptive rendering performed the Ibest
also provided an opportunity to solve any issues with the environment before the full study.
The full study ispresentedn chapter 4.The full studywas designed witha larger emphasis
on quantitativedata In the full study, thetwo best perceptually adaptive rendering
conditions found in the pilot study were tested more rigorouSlyapters describe®verall

conclusions anduture directions for this research
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CHAPTER 2. THE RENDERING SYSTEM

This chapter describes the rendering system that was created to implement
perceptually adaptive rendering in an immersive virtual reality environment. Itesamdd
to be flexible so it could be used to perform many different tasks. This flexibility extends to
the rendering platform, the types of environments which can be rendered, levels of
interaction with the environment, as well as the method by wleidl of detailchanging
decisions are made. The flexible nature of the application architecture also allows for the

rapid authoring ofvirtual environments which can be stored and reloaded at a later date.

2.1. Interaction Modes

The application can be run in or& four different interaction modes. Each
interaction mode was created in order to allow the tsgrerform a different task in the
virtual environment. The interaction modéo be useds specified in a master XML file.
Although the user mustestartthe application in order to switch interaction mgde is not
necessary to recompile any portion of the coBigure 18 shows the foumteractionmodes
for the application: simulation mode, navigation mode, edit mode, and experiment mode.
Simulation mode plays scripted actions in the virtual environment like a movie. Navigation
mode allows the user to move around in the virtual environment usyagna pad. Edit
mode is used to help with virtual environment authoring. Experiment mode was created to

test the perceptually adaptive rendering system.



42

Simulation Navigation
Mode Mode Muode

Edit Mode Experiment

Figure 18 The 4 Interaction Modes

2.1.1. Simulation Mode

Simulation mode wa designedaround a movie paradigm. The user has no
interacton with the application once begiother than to walk around the environment
within the confines of the 10x10x10 space defined by the C4 or the C6. This mode is used
for a project called Addiction Education Using Science and Technology (AEST) which is
intended to teach high school studeabout the effects of methamphetamine use on human
neurology. A frame from this simulation is shownFigure 19. It depicts the organelles
insidea neuron (on the left) and a regular cell (on the right).

The simulation mode has the advantage over a standard movie because the
environment can be rendered in 3D in an immersive environment which can lead to a greater
feeling of presence. In simulatomode, scene changes, camera movements, model
animations, and sound triggers occur automatically based upon the current time in the
simulation. In order to aid with scripting longer simulations, the times provided for sound,
camera, and model animatiomemts are based on scene time instead of over all simulation
time. This means that adding events or time in earlier scenes does not require any changes to

the scripting of events in later scenes.
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Figure 19. Screenshot of theAEST Application

2.1.2. Exploration

Exploration mode allows for interaction with the environment by adding gamepad
navigation. With the help of a gamepad, users can change the position and orientation of the
viewport. Instead of being a passive observer inghgironment, the user is @&blo explore
the environment ahis or her own pace. Navigation mode is also useful when the scene
creator wishes to ensure that all of the models are loaded and placed correctly in the
environment.

When the application is rming in navigation mode, script based events are ignored.
Scene changes occur as the user desires when designated buttons are \Me=sdlde user
is viewing the last scene defined in the file, pressing the forward scene button causes the first

scenen the file to be rendered. When the user is viewing the first scene in the file, pressing
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the back scene button causes the last scene defined in the file to be rendered. The velocity of
navigation can be manipulated using the throttle on the back ajaimepad. Figure 20

shows the functions that are available wherggyglication is running in exploration mode.

change

Scene

DPag KT S _
e . Rielyt Thumbstick
" Thumbstick / G
R/l _.."' ' .I.I'-l ell
_'l-"J:J"'.Id Thulnbstick
/p/Down Up/Down
Fa 1

Figure 20. Available Exploration Mode Interactions

2.1.3. Edit
Edit mode allows forhe highest level of interaction. The intent of edit mode is to

allow a person with minimal coding experiencecteate and animatgs or her own virtual
environment. Like explorationmode, in edit mode, the user can navigate around the
environment using the game pad. But unlike in exploration mode, in edit mode, the user is
also able to select and move objects in the environment and save themamatrifu file.
Models can be deated in an XML file with minimal information, and then while using edit

mode, the objects can be arranged in the environment. After saving the file, edited objects
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will automatically appear in their new locations upon restarting the applicaEdmh.moce is
actually divided into multiple sutmodes. These subodes include a navigation mode, a
grabbing mode, and a light manipulation mo#égure21 shows the interaction functions for
edit mode.

Navigation mode provides the same functionality as the main navigation mode. This
mode allows the user to move around in the environment. The only difference between the
edit navigation mode and the generaVigation mode is the presence gi@inter appearing
as ayellow sphere in the middle of the viewport. When plonter intersects awmbject, and
the user presses a button, the position and orientation of that object is printed in the command
line. If the button is pressed when thainteris not intersecting the object, then the positions
and orientations of all grabbable objects are repariea text console Pressing another
button displays the current camera position and rotation. This feedback is necessary for the
creation of animation scripts which will be described in seQidn

If an object is intersected by the pointer and a different button is pressed, the
application goes into grabbing mod@nce in grabbing mode, the user is able to rotate and
position the intersected object. Pressinglibton again will send the application back to
edit navigation mode. If physics is enabled, then the object will drop down to rest on the
nearest flat surface in the same way it would fall if it were dropped in real life. If physics is
not enabled,teobjectwill remain in the position and orientation of its release.

It is also possible to enter light editing mode from the edit navigation mode. Light
editing mode allows you to add and subtract lightsthie scene. The positions and
orientations of existing lights may also be modified as well as the intensity and spread of the

light.
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2.1.4. Experiment

Experiment mode was specifically created to carry thé rendering system
validation experimentshat are outlined in chapters 3 and 4. Pgaot input via the
gamepad is required to advance the experiment. Between trials, experimenter input via the
wand is also required to continu€igure 22 shows the interaction functions for experiment
mode. In experiment mode, the paradigm for defining when to sweehls of detaican be

changed while the application is running.

wand trigger

Figure 22 Available Interactions in Experiment Mode

2.2. Level of Detail Selection

Two different fators are usetby therendering system to determine the appropriate
| evel of detail to display. These factors

attentional hysteresis.

2.2.1. Eccentricity

An eccentricitybasedlevel of detailselection as described in sectibr3.1is used.
Because 3 discrete |levels of detaand @adee def i
first threshold valued;, is the angle atvhich the switch between the high and mediexel
of detailoccurs. The second threshold valdg is the angle which determines the switch
between medium and lolgvel of detail Figure23 shows the two theta threshold values on
a topdown schematic representation of eccentribéged level of detail. The lowerdetall

objects are not eliminated completely, because some information about these objects is
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encodedor use in choosing the next focus for our gézan Diepen & d'Ydewalle, 2003)
Also, removingthe objects from the scene may cause the luminance to vary too much and

reduce the feeling of immersion in the virtual environment.

&

Note: Gaze direction is from the center to the left

Figure 23. Top-Down Schematic Representatiof Eccentricity-Based Level of Detail

2.2.2. Attentional Hysteresis

Hysteresis is a lag which is introduced into the switch betweenevels of detail.

Its purpose is to reduce the oscillating effect which can arise when objects are located on the
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border between tweevels of detailLuebke, Reddy, Cohen, Varshney, Watson, & Huebner,
2003) Typically this is implemented by having different threshold distances depending on
whether a switch is occurrinigom a highto a lowlevel of detailor if it is occurringfrom a
low to a highlevel of detail By having different threshold distances for both switghi
directions, the switch will occur later than normal when switching from high tddeel of
detailand when switching from low to higavel of detail

Instead of using a normal distance threshold hysteresis, this rendering system uses an
attentional hreshold hysteresisOur attention is limited. Even if we see something, if it is
not attended, then we are not likely to remembé€Rdck & Guttman, 1981) Attention is
also spatially focuse(Posne, 1980) | n Posner 6s experi ment, part
a light turning on in either the right or left side of the field of view as quickly as possible.
Before the light turned on, a cue appeared in the center of their field of view. The cue would
do oneof three things: correctly indicate where the light would appear, give the opposite
location, or give no information about the location of the light. When the cue was valid,
participants were faster to respond to the light turning on. When the cue wvedisl, in
participants were slower to respond to the |
specific region. If they were attending the correct location, they could respond fagter.
only necessary toenderin high detail what is beingtt®@nded. Since our visual attention is
limited to a specific spatial locatiorgttentional hysteresis involves rendering recently
attended objects and the objects nearby longer than eccertbasitg level of detall
selection would dictate.This meanghat the changes in level of detail will occur outside of
the userds attended area.

If an object is no longer in the region defined to be the keghl of detail then a
counter is started. If the attentional hysteresis threshplg reached, then thebject
switches to the mediutevel of detail The threshold is defined in terms of secontfsghe

object returns to the higlevel of detailregion, then the counter is returned to zefiche
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addition of an attentional hysteresis factor means thattdbjemain at a higher detail longer.
They only switch to the lower level of detail after they are no longer near the focus of
attention. Since the objects are not near the focus of attention, the switch from high detail to

medium detail should not beticeable to the user.

2.3. Using Models

Modek can be obtained from wherever availabtecreated using modeling software.
In order to be used by the rendering system, thagtbe converted into an appropridiie
format. The following two sections descalihe sources for the models used in the validation

experiments as well as how the discileteels of detaibf these models were created.

2.3.1. Model Acquisition

Models were acquired from Turl@uid (Turbo Squid, Inc., 2007@nd The 3d Studio
(The3dStudio.com, Inc., 20Q7)Some of the larger polygon count models were acquired
from Georgia Techos [chive @wk &vukins)ddrge iGeométtcd e | s
Models Archive)and St anfor dos 3 D (T cStanford BDg ScaRreng o s i t o
Repository, 2007) Other models werereatedusingad xt Engi neds 3D Deskt
(NextEngine, Inc., 2007)

2.3.2. Model Simplification

The rendering system uses 3 discrete levels of geometric défgiendix B shows
all of the models used in the pilot and full studies at their three levels of détaitlel
simplification is performed offlin@ising QSlim and MeshDev.

QSlim (Garland, 2006)created by Michael Garland, uses a quadric error metric to
reduce the error of the mesh while simplifying. The algorithm used in QSlim is capable of

simplifying models with or withouholes.
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Because the commarithe application simplifies to a specified number of vertices
and not a specifiedrror, MeshDev is used to chettie error levels among all of the models
in the scene. MeshDev compares two triangular meshes and calculates their differences
using the atibute deviation metriqRoy, 2005) The unsimplified model is used as the
reference model. For each point on the reference mesh, the nearest neighbors to that point on
the simplified mesh are found.

It would be desirable tdind a solution which uses a continuolesel of detall
representation or a progressive mesh. OpenNi@ésmputer Graphics & Multimedia Group,
2005)was evaluated for udgecause of its reported compatibility with OpenSG, lbuel of
detail switchingrateswere not fast enough for use anrealtime rendering systemNo other

freely available alternative was found.

2.4. XML Scripting

XML, a markup language whose tags make the code resemble HTML, was used
heavily to allow environmas to be constructed once, and reused many times without having
to recompile the code. The XML file format is relatively human legible and there is software
which eases the parsing of XML file§.he use of XML scripting allows for more flexibility
when designing environmés or running the application. The XML filessed in the
rendering system defingow the application runs, what the user can interact with, and what
and whenmodels, sounds, and movements are usébe following sections describe the

various XML files and the attributes which are defined in each.

2.4.1. Master Configuration

The master configuration file is provided in the command line when the application is
executed.It provides informatiorihatthe application needs as soon as it beginging. In
this file, the interactionmode is déned. The master configuration file also specifies the file

that contains all of the geometry in the virtual environmdhthe application is running in
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simulation mode, it is useful to declare a simulation duration. When the application time
reaches thisimulation duration, thethe simulatiortime resets and all of the components set
their scripts back to the beginnin@hus,the simulation can run oan infinite loop. A time
increment can also be declared. This is useful when saving each frame to a VRML file for
later use in a rayracing application so that constant frame rates for export are maintained
even though it takes more time to save scevids more vertices.For experiment mode, a
participant ID is defined. This ID is then used for the log file that is generated for each

participant. The structure of this file is illustrated kgure 24.

ConfigFile
I
I I I I I
ApplicationMode SceneGraphFile | | SimulationDuration Time Participant
Lvalue @ string Fualue @ string Fvalue : float [increment @ float | |id @ string

Figure 24. Structure of the XML Master Configuration File

2.4.2. Scene Graph Configuration

The scene graph configuration file contains information about all of the rendered
objects in the environment.Most aspects of the scene are defined in the scene graph
configuration file. This can be seen iRigure25. The level of detailschema, pointer and
skeleton are defined globally for the entire application. Most of the information is stored
within the scene. The skybox is used to give the appearthathe scene is sitting in a large
world. While the skeleton is defined globally, the skeleton script is defined per scene. The
differences between skeleton configuration file and skeleton script will be described in later
sections. The actual gmetry for the architecture is defined in a different file, but the
transformation (position and orientation) of the architecture portion is defined in the scene
graph. The presence of the gravity node within the scene indicates that physics will be used

in this scene.
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The model portion of the XML scene graph configuration file consists of a physics
portion and a geometry portionlf gravity is defined, then each model must also have a
physics file defined. If gravity is not defined, then the physadenof the xml file will be
responsible for describing the object transformations. The geometry node defines the file
location for the model to be loaded. If a shader will be applied to the model, then it will be
defined here along with the parametersoasated with that shader. Currently a simple color
shader or a more complex wood texture shader can be selected. The file location of the

model script is also defined in the scene graph XML file.

2.4.3. Architecture Configuration

Architecture configuration ligs define a coherent unit of architecture. This could be a
floor, a room, or an entire building. It is useful to define only a single room per architecture
file, because then room architecture can be reused and combined to create an entire building.
As shown in the explanation of the scene graph configuration file, each architecture unit is
given its own position and orientation. The structure of the architecture file is shown in
Figure26.

Static models such as doors and windows can be defined in the architecture
configuration file. The format is the same as for normal models in the scene graph
configuration file. The unique portion of the areliture XML file is the ability to use
primitive box shapes to create surface. Each surface requires the definition of a material to
be applied to it. A material is defined by the ambient, diffuse, and specular colors as well as
a shininess factor.

Surfaes are either whole or pieced. A whole wall is defined by giving the
dimensions of the box and its transformation. iécpd surface is one which Hasles in it to

provide for doors and windows, but should be transformed together like a sutdee A
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pieced surface is given an overall transformation. Then the smaller pieces are defined with

their own dimensions and transforms.

2.4.4. Light Configuration

The light configuration file defines all of the lights in a single scene. Lights can
either be spot ligis or point lights. The ambient, diffuse and specular components of the
|l ight s color can be specified. The transl a
the light is a spotlight, the spbti ght 6 s exponent andfiedimths!|l ar c

file as well. Figure27 shows the structure of the light configuration file.



SceneGraph

UselLOD Pointer Skeleton Scene
Fvalue ; string - ¢ float ~value : siring -value : string
=y . float Lstart ; float
-z ; float end ; float
I I | I I
Gravity Camera Sound Architecture Light Shybox Model SkeletonScript
- float bvalue : string | |value @ string | fvalue @ string | Fvalue @ string | Fvaloe : string Hype {model, light, lod} Fualue - siring
-y float Farabbable @ bool
-z - float | | : .
Transform Physics Script Geometry
-type {posiiton, orientation, scale} -value - siring -value - siring Lvalue | string
—x - flaat | I
-y ¢ float
> - float Transform Shader
-angle : float Hype {position, orientation, scale} -type : string
L * float -scale | float
Fy : float -grainsize ; float
-z * float r e float
-angle : float -0 - float
-b : float
-8 ; float

Figure 25. Structure of the XML Scene Graph Configuration File

qS



Architecture

Model Material Surface
-type {model, light, lod} -name : siring
Fgratbibable - bool | Hype {whole, piecad)
[ | [ | I [ | |
Physics Geometry Colar Shininess Transparency | | Dimensions Transform Piece
swalue ; string Fwalue : string Hype fambient, diffuse} | Fvalue : float value - flaat L3 | float -type {ranslate) lname : string
I [ |-r : float Fy  float - : float I
g : float 2 float Iy« float
Transform 1 3"::5"9’ e Et bz : float Dimensions Transform
-1 iti lentation, scal I - slin  float
-:?ﬁo{aﬁm on, orlentation, scale} _5?:5 :ﬂmgt A X float —ty'!:ne {translate}
Ly - flcat Farainsize : float e ' I_:g:: I : Rnat
Lz : float Fr: float Z ! :: : ﬂg:;
-angle - float kg - float :
Hb - float
l-a - float
Figure 26. Structure of the XML Architecture File
LightObject
|
Light
-Fiype {spot, point}
|
I I 1 1
Color Offset SpotExponent | | SpotCutOff

Lype [ambient, diffuse, specular) | FHype {translation, rofation} | |value : float Fualue : float

- ficat kx - float

-0 : float Hy - float

b : float Lz float

-a : float Langle : float

Figure 27. Structure of the XML Light Object File

9G
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2.4.5. Camera Configuration

The camera configuration file defines when and where the camera moves in
simulation or experiment mod& here isno explicitcamera. Instead, movement is provided
by transforming the top of the scene graph hierarchiyetermficamera i s becasse il
easierto conceptualize. The movements, though provided as if they are camera movements,
are transformed within the code pwoperly move the scene nodédsigure 28 shows the
structure of the camera configuration file.

The file consists of a series of movements. Eachement has a starting time and
duration. Minimally, a destination location muké defined. Locations consist of a
combination of position, orientation and scaken origin location can also be defined. If an
origin is not defined, then the origin is taken to be the current transformation of the scene. If

this is also not known, then the origin is defined as an identity matrix.

CameraConfig

Movement

-start ; float
Lduration : float

Location
Hiype Jorigin, destination}

Transform

Hype {position, orientation, scale}
-3 float

=y - float

2 float

Fangle - float

Figure 28. Structure of the XML Camera Configuration File

2.4.6. Sound Configuration

The sound configation file includes all of the sounds which will be played in a

single scene Sounds are used in experiment mode to indicate when a participant has found
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the target object and when all trials have been complesth sound is defined with the
name ofthe sound and a starting time for the sound. The file location is defined in a different
VR Juggler specific configuration file. Figure 29 shows thestructure of the sound

configuration file.

SoundCaonfig

Sound

Fame ; string
Latart @ float

Figure 29. Structure of the XML Sound Configuration File

2.4.7. Skeleton Configuration

If the scene creator wishes to add an animated skeleton to the environment, a skeleton
configuration file must be specified. This file defines all of the bone models which are part
of the skeleton, specifies the transforms which are applied to the diffepees to position
them correctly, and sets the trackers which are associated with each Do@eskeleton
configuration file is defined once in the scene graph file even though the skeleton is shared
among all of the sceneslhe structure of the sketen configuration file is shown ifigure

30.

2.4.8. Script Configuration

Script files define how the models in the environment behalbe script file is
divided into different types of events. Each event has a stairiegandduration. Theive
types of events anglaceholdersfades, warps, movements, and animatiéingure 31 shows
the structure of the model script file. Model movement events are defined the same way that

camera movements are defined. For further information, see s2cti@n






